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Artificial In’ce“igence (AI)

1. SIMPLE DEFINITION
Artificial Intelligance is the broad field of

buildina non-human systems or models that

can perfnrm Eophisticated tasks such as

understanding language, recognizing patterns,
making predictions, generating content, or

taking actions.

2. WHY IT MATTERS

v/ Al is the umbrella concept; ML and
Generative AL sit inside it.

v/ A tester must know the AL capability

before chnosing test data and quality
checks.

@)

v/ Al output may be probabilistic or
context-dependent, so exact expected-
result thinking is not always enuush.

3. EASY MENTAL MODEL

Al as a larﬁ& umbrella over many approaches.
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ML DEE‘.FI GenAI LLMs Com Fute.r Recommendation Agen‘ts

(Machine Lem‘ninﬁ (Generative (Large Vision Systems (Autonomous
Learning) Al) Language Systems)
Models)

4. FLow (HIGH-LEVEL)

Qg€ - - (dl - &

1. User / 2. AL System / 3. PT'UEESSinﬂ /4. Output / 5. Human /
Data Input Model Reasoning Prediction / System uses
Action result

5. CORE IDEAS (AT A GLANCE)

Term Simple mea.ninﬁ Tin:.r e.:nmple
q"J{P < AF Broad field of systems that An Al assistant that helps
e show inteliigent behaviour. prioritize support tickets.

AL built by learning patterns Model learns from past
from data. defect data to predict risk.

Model writes test cases

or summaries.

Al that generates new
content.

A generative Al model An LLM answers questions

focused mu.inly on '.a.nﬂuaﬂe,

or explains code.

Manjuna.th N P
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6. PRACTICAL QA EXAMPLE

Defect-risk assistant reads code-change information

and predicts which modules are more like;ly to contain
defects.

INPUT Al BEHAVIOR WHAT TESTER
INSPECTS
iiﬂ’ =i 5 3
A _¥ | wy S

g Chnnged files o Learns patterns . High-risk modules

* Scores modules

* Ranks by risk

* Commit messages

« Past defects

* Top reasons / factors
* Confidence / uncertainty

e Test results . Edae; cases & exceptions

7. IMPORTANT DISTINCTION

AL is the broad capability.

@ ML is one way to build AL by learning

from data.

¢ GenAl ﬂenemtas. new content.

D An LLM is a genemtiva ATl model
focused mainly on lnnﬂuage.

8. TESTER CHECKS (BEFORE & AFTER USING AI)

v Is the task clearly defined and appropriate for AI?

v/ Are inputs relevant, representative, and high quality?
v Is Hgﬂnd nu.tput" ﬂlearly defined and measurable?
v How does the model express uncertainty or low confidence ?

v/ What are the potential harms, biases, or security risks?

9. COMMON MISTAKES

X Thinking Al and LLM are the same.
X
X &

X g<f

ﬂssuming Al output is deterministic
(alway:a the same).

Assuming fluent nu'tpu‘c = correct.
Fluanc}-‘ is not Proef of correctness.

Testing only happy paths, ignoring

edge cases, uncertainty, and failures.

10. MEMORY LINE

“AI = machines PerFurminﬂ
tasks that need

in‘kelligent behaviour.”

11. NEXT
—> Machine Learninﬂ

linkedin.cnm/infmunjuna.thnp



Machine Learning (ML)

1. DEFINITION

Machine Learninﬂ s a way of building
systems that learn patterns from data
so they can make predictions or decisions .
on new inputs without being explici’dﬂ .
Prngrammed with every rule.

2. WHY IT MATTERS

v m Powers Predic’cion

v 0 Powers classification
TN,

#érsy Powers recommendation

v Q Powers annmal‘uj detection
QA must test unseen data, data quality,

and ganemliza’tiﬂn .

3. MENTAL MoDEL

O "
000 =3 g><—+
O o

- Al

examples in patterns new input Predictinn
learned

4. ML FLow

- -9-B-@

Training Learning Trained New Prediction/

Dai'a. Algorithm Model Input Decision

s I —————————— L B W

5. Core IDEAS

@ Trainina Data

= / Fn e Information given to the model
eaLure I'"'IPU.

__l_. to make a Predic’cion.

Emmples the model learns from.
Gualihj and re.prese;ntntivtaness

are crucial.

The correct answer in {minihg

data the model tries to Predid:.

Learned pa’d:e.rns and parameters

captured from ’cmining data.

Using the trained model on new
data to produce a prediction or

decision.

Manj unath N P

6. QA ExAMPLE
Historical defect data (modules,

code churn, complexity, past bugs,
tests, etc.) trains a model to

predic’c which modules are |i|<e.|3

to be riskg.

| @ Tester checks: data quality, data leakage,

class imbalance, and performance on
unseen code.

7. TRAINING vs INFERENCE

TRAINING INFERENCE

Learninﬂ model parame’cers

Usinﬁ the trained model

from training data. on new, unseen data to
make predictions.

°f;—>/ —dali
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Training happens offline. Inference happens In use.

. WHAT TesSTERS SHouLD CHECK

Representative and sufficient data.

Overﬁ’c’cingz model Parfurma well on Jcmininﬂ
data but P““"[Ej on unseen data.

8
Vv
v
v/ Unseen cases: test with data the model hasn't
Vv
v

seen before.

Consistent preprocessing between fraining
and inference.

Performance across impnr{"ant groups
(e.g., teams, modules, environments).

CoMMON MISTAKES
Tesfing nnlﬂ on {'mining data.

/N

ASSuming more data is alwags better.

Ignorinﬂ bias in data and model au.tpu’cs.

X X X X o

Trea.ﬁng correlation as causation.

10. MeEMoRrY Hook

~
‘} “ML = learn Pa‘H:erns from data,
then use them on new data.” -
Next: Generative AL. >

|inkedin.com/in/manj unathnp



(zenerative Al (GenAl)

1. DEFINITION
o Generative Al is Al designed to create

new content such as text, images,
audio, video, or code based on patterns

learned from training data and
current anu.t /context.

2. WHY IT MATTERS
v Outpu’cs are open—e.nded.

v/ Can Vary across runs.

v/ Need multidimensional tiualify checks

rather than an[y exact matches.

3. MENTAL MODEL

6. QA EXAMPLE

5 - e — R

Reguire.me.nt GenAl ﬂenerates Tester

test scenarios evaluates

Tester evaluates correctness, completeness,

duplication, relevance,
assumptians.

and unsafe

F. GeNAIL vs TRADITIONAL ML

Traditional Predictive ML

Generative Al (GenAl)

Often predicts

a label /value.

y Creates new
content.

closed -set.

Outputs are usuaﬂy ¢ Outputs are open-

<> ended and diverse.

l Input l Learned Y
Instruction ¥ % (Generated

4. BAsic FLow

@ Q Prompt / Input

N7

@ Generative Model

N/

Uses learned patterns
? @ + context P
+hx
@ /“+ Generates content

@ Evaluate qualh‘:g

5. Core IDEAS

@ Pmmpf: The instruction or qluesﬁnn you give.

o Context: Additional information that
3uide.s the model.

e Model: The 3ene.mﬁve. Al 535tem.

® Ge.nem'te.d Ou‘tput: The new content
created b_xj the model.

Manjuna.th N P manjuna{:hnp,in

Typim[[y evaluated

with accuracy,
precision, etc.

O ER|K

Needs multidimensional
leity evaluation.

. WHAT A TESTER

Relevance: Is
to the contex

non-harmful 7

QO LOQ

-+

& Not chec.king
10. MEeEMorY Hook

XXXXXE <« & & @&

and context.

~ GenAIL = AI that creates new

NI/~ content from learned patterns

SHouLD CHECK

Instruction Ful[awing: Did the model

follow the instructions?

Fautua[itg: Is the information
Fa.ctua[[y correct ?

the r::ufpr.d: relevant
£ 7

Sa.-Fe.ty: Is the ou.tpa.d: safe and

Cnnsisfency: Are cutputs re.asana.bly
consistent across muH‘.EPI'.E. runs ?

CoMMON MISTAKES

@ Treating fluent output as correct.
= Expecting identical responses.

m Eval'.ua.{:ing with one metric nn[ﬂ.
T Iﬁnnrins Pmmp'{: c.hange.s.

Saf&fy and as.SumPﬁnns.

linkedin.com/in/ ma_nj u.no.thnp
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1. DEFINITION

A model is the learned cnmpu{a.{innal

Cﬂmpﬂnent that maps inpu.’cs to cru.{'Pu.fS

R

u.sinﬂ pa.ra.rne.fe.rs learned durin3 fminina

or can-Figured behavior.

2. WHY IT MATTERS
In AL stjsd:«a*.lr‘ﬂsJr the model is unlj

one part of the complete application.

3. MENTAL MODEL
Tnput goes into the learned engine,

-

. FLow (HIGH LEVEL)

@ <~ ()&l

output comes out.

INPUT

Trmnmg Tra.mlna M{:dﬂl New Ou’cpch /
Data Process Input  Prediction /
Generation

. CORE IDEAS

Input: data, prompt, query, context.

rules, probabilities, etc.

In'FErEnCE: 'H'\E mﬂd{—;{ uses I.E.ﬂ.l"'ﬁf:'.d
knowledga to Produca a result.

5

9

@ Learned parameters: weights, embeddings,
9

9

Output: prediction, classification, summary,
answer, code, image, etc.

6. QA EXAMPLE (CHATBOT)

(@ Sﬂsfern Prompt 1

! Cnmpnn-‘,j Documents

|Igﬂ @ Vector Store

29 Tool Calls (APLs)

Guardrails (Sn.fﬁtﬂj
~ Policies, Filters)

LLM
( Model )

Tes’cinﬂ anlj the model misses the sjstam.

MOdd ver)>| 85 | o

7. DISTINCTION
=

AL APPLICATION )

MODEL

Learned engine.
that Maps inpu{:
to Gu.JcPu'f:

The ﬂPPllCﬂ‘tlDﬁ includes many cnmpnnen’cﬁ

k,_arwnd the model. J

' APPllca’cmn may :
e Transform lnpufS

e Enrich with data

e Filter or 3uard
e Combine model output with other sources

> Rejec’c or override output

e E— e— — — —
— s e o— e— —

8. WHAT A TESTER CHECKS

/[ Which model is used (name, version, Provider).
—\7/ Exact inputs 3ive;n to the model.

vl Pre.pmc.e.ssin3 and prompt / template used.

V] Post—prncessing, Formcﬂ:ting, filters.

| Impacf of model version or parameter

chanaesﬁ

9. COMMON MISTAKES
X Ca“ing the entire app “the model”.

Iz B[aminﬂ

tool, or integration failures.

the model for retrieval,

X Ignarina c;nnﬂﬂum{inn or Prnmp’f/'l:empla'lze.

changes.

X Assuming one model fits every task.

10. MEMORY HOOK

Model =
that maps inpu{: to ﬂu{pu{:.

learned engine
58
11. NEXT

@ Lo.rae. Lanﬂuaga Model.
12. ACCURACY

Separate model behavior
from applica’cion behavior.

518

Manjunafh N P
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Large Language Model (LLM)

1. DEFINITION |

A Large Language Model is a
large pre-trained language
model that processes and
generates language, typically by
predicting tokens based on
available context.

2. WHY IT MATTERS

i

3. MENTAL MODEL |

3 "'...

4. HOW IT WORKS (HIGH-LEVEL FLOW)

@% %q:(r_):}—:»ooo-»@

LLMs power chat, summarization,
code/test generation, RAG, and
agents; outputs are probabilistic
and can be fluent but wrong.

A pnwe.r-Ful patte.rn-base,d
language engine, not a
guarunteed—?acts database.

Prompt Tokenize Predict Next  Response
+ Context Input Pmﬂﬂﬁﬁﬂﬁ Tokens
Context Repeatedly
5. CORE IDEAS |
@ Prompf : Your instruction or q,ues.tian.
(D0 0] Token : Smallest unit the model uses.

One token is not one word.

: All input the model can use
(prompt, history, retrieved info, ete.).

B Context

: The pre-trained engine that
finds patterns in data.

: Generated token sequence
(the response).

6. QA EXAMPLE (TEST AUTOMATION CONTEXT)

Requirement: Users shall log in with valid
email and pa.ss.wnri Account locks after 5
failed attempts.

ool

Pmmp’c . Generate naga:tive. test scenarios
for this login reguirement.

As a Tester, I will:

v/ Verify completeness (coverage of rules/ edge.s.)
v/ Check correctness (expected results)

v/ Look for duplication and overlaps

v Iden'ti'FH assumptions and missing details

7. LLM # CHATBOT

& .

The core model that
pre;dmts and generates

tokens from context.

CHATBOT (EXAMPLE)

o)

A system that may include
LLM

State / Memory
Retrieval (RAG)
Tools / APIs
Guardrails / Safety
User Interface

Ke:] puint: Not every aPP[icatian using an LLM
s a chatbot.

. WHAT A TESTER SHOULD CHECK

Relevance: Is the response relevant to the prompt
and context?

Instruction Fﬂ[lowingt Did it follow all instructions
and constraints?

8
9,
©
@ Hallucination: Are there unsupported or madﬂ—up
claims?

@ Ambiguity Handling: How does it handle unclear
or ambiguous pramptﬁ?

@ Multi-run Behavior: Is the output consistent
(or acceptably variable) across multiple runs?

. COMMON MISTAKES
Thinking LLM searches the internet by default.

Assuming LLM stores every conversation
permananﬂﬂ :

Believing fluent output proves understanding
or correctness.

Relging on one-run 'tesfing and ca[[ing it done.

. IMPORTANT NOTES
LLMs do not “know" facts. They predict the

most likely next tokens from patterns.

Accuracy depends on model, data, context,
prompt quality, and constraints.

Outputs can be incorrect or outdated.

Always verify critical information.

q
®
X
>
®
O
@
A

11. MEMORY (ONE-LINER)

LLM = language model
that predicts and
generates token sequences
from context.

(D) (Next: Prompt. ,

Manjunath N P
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1. DEFINITION
A Prnmp‘l: 'S inpu‘(‘. Supputd to

e
—
—

a Se,ne.ra.{'we. model to influence

what it should do and how 1t

should T‘E_Spﬂnd; it can contain
a q{uestinn, instruction, context,
examples, constraints, or
requested format.

2. WHY IT MATTERS

@

Y4 Prompt qfua.li’cuj offects behavior.
y/ Nnrdinﬁ c,'hcmaes can reveal

ambiaui‘bj , ins'truc:l:iun—wcollnwina ,
and Sa{:e.'t\j Issues.

4 r’rnmchs should be versioned

and regression ~tested.

3. MENTAL MODEL

. FLow (HigH LEVEL)
@ Goal
y Write Prnranc

Test S‘te.p - re.q,uire,me.n‘l: T+
test data combined into

natural- lanauaga iﬂpu{' .

O D S DL CLOF

%2} Model U:'s,e.s

7 Instructions + Context
Q\? Response

Q Evaluate

O Refine

E - 2 e BT e T T T —

. CoMMON MISTAKES

Vague. or unclear instructions
Mix]ncj mul‘f:iple. Sﬂﬂls in one .Prnmp‘l:
Misa%nﬁ business or domain context

Chanﬂina Prnmp‘t without

regression evaluation

5. CoRE IDEAS IN A PROMPT

@ Instruction — what to do

() Context - background information
@ Constraints - rules, limits, scope
@ Examples — few-shot or reference
() Output format — how to respond

6. QA EXAMPLE
)_NEAK PromPT (LESS USEFUL)H

@ Give test cases.
\d

VS

/[STRONG ProMPT (MoORE USEFUL)}

©

e

~

You are a QA engineer. For the “Password
Reset” feature of a web application,
create test cases.

Include positive, negative, boundary, and
security scenarios. Consider email not
received, expired link, token reuse,
weak password, rate limiting, etc.

Provide Du{pu{: in a table with columns:

Test Case ID | Scenario | Test Data |
Steps | Expected Result | Type.

N 5

7. PROMPT # MODEL (IMPORTANT DISTINCTION)

A pr‘nmpjc is not the model.

Better prnrnp‘l:s mprove odds but cannot
guarantee missing knuw'le.dge. or eliminate
hallucination.

. WHAT A QA/TESTER SHouLD CHECK
Clﬂ.fi'tﬂ of intent and expected output

Explir;it constraints and aasumpﬂuﬂs
Sufficient context and test data
Req'u.irad output format is specified

Resistance to r:.nn-ﬂic.{ing instructions

instructions + context + {

| constraints given to the model. I
\ /

— s e s e e e e e e e e e me mw o om— om—

: Prompt =

Manjunacl:h N P
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Token

1. Definition
A token is a unit of text used bfj

a language model du.r'ing processing ;
a token can be a whole word, part
of a word, punctuation, or another

text -Fmﬁme.nt depe.ndinﬂ on the

2. Wkg it matters

@ Token counts affect context limits,

latency, and usage cost.

@ Long Prompts and aufpufs

consume more tokens.

@ Sfaﬂinﬂ within limits ensures

Cnmp[efa res Punse.s :

tokenizer.

3. Mental model

Text is broken into Fuzzle pieces
before the model processes it.

L5 - ()

4. Flow (Hiﬂh level )
)-8 - E- -2
Tokens/  Model

Text Tokenizer
Token IDs

5. Core ideas

@ Token: The basic unit of text for a model.
Token ID: The numeric ID assigned to

a token.

=1

iili]

-2

Oufpuf: Text
Tokens

101

InPuf: tokens: Tokens in your mepi‘,
instructions, files, examples, etc.

Ou‘ﬁpu‘k tokens: Tokens 3e;ne.mf:ed bfj

the model in its response.

Tokenizer: The rules/ aiﬂarithm that
splits text into tokens.

< (Y ()

Ma.ru' unath N P
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6. QA Example

— Lonﬂ recLuire.menf: document

28 Lnjs a.nd error traces

</> ‘ Examp{es and test data

All of the above are inPu.JC tokens.
More input tokens — Ffewer tokens
left for the model’s response. @

Tokens may be shorter

‘}. Distinction

[ Take.n] i [ Word ]
[Tﬂkenimﬁan} = = [Fixed]

8. Tester Checks

Are prompts token- hemrj (verbose, rePe.ﬁﬂve.) i

or {anﬂﬂr than words.

It varies b}j

tokenizer / model.

Are inputs (docs, logs, attachments) very Iang?

J K

Is truncation happeninﬂ? Anﬂ content o[mppeo[?
Z] Is au‘f:Pu‘f: iangfh aPPraPriaf:e; for the task?

N

v'| How does the model behave near context limits?

9. Common Mistakes

Asmmin3 one token equals one word.

x]
E Caun{'ina characters as tokens.
zl Iﬂnaring hidden / system content

(instructions, tool messages, metadata).

E Ignnrina aufpu‘f: tokens in capacify P[anninﬂ.
10. MEMOF}’ Hﬂﬂk

“Token = a model-sized

Piac.e of text.”

linkedin.com /m/maru una.fhnp



1. Definition

P, Whg it matters

Tokenization

Tokenization is the process of c.nnve.rtinﬂ text into tokens

and usually token IDs that a languaga model can process.

3. Mental model

% Different text can split .nto Sentence Pieces Numbered pieces
different numbers of tokens, S
affe.cﬂnﬂ limits and cost. The quick bmw) 2 4The. Fﬁf quiﬂk\:) %bmwn\ a 101 | | 507 f-r23|
L L
% Unusual strings, code, emojis, fox  jumps. U
_ J 4-%’95}, F _ 3?4‘ ‘6#2 13
[ansuaga.'s, and punctuation J
moy tokenize dif;fe.renﬂﬂ.
4. Tokenization Flow
- 4 N
Tokenizer ‘ \ ( ‘* e D
Row Text Rules / Tokens Token IDs Model
g Input
Hello, world! | | —> | Vecabulary |5 | Q00 [, ) (world) (1) |—> | [154%]| [ 11] [935]| [0 | | = P
How are Hau?
(How | (are | (you ) (2 1843 (389 [499] [30
\ 4 . w, ~ J .. ”~ w s :
5. Core Ideas
p ~\ 6. QA E}CQMPLE-
CQHCEP’E What it means
v| API payloads with long JSON keys or values
Raw Text The ar*iﬂinaf_ sf:.ring you Prnwde. may consume unexpec.tedla many ba) o ol
Vocabular The set of tokens (5‘1]5"*”0"5{5; words, 53’“59’:5) the V| Stack traces with Pafhs and line numbers
J tokenizer knows. can EKFI'.ndE. token count.
ks A piece of text (could be a word, part of a word, or V] UUIDs (E‘ﬂ" 550e8400-e29b-41d4-aF1b-
even a single character). 446655440000) often split into many tokens.
Token ID The integer ID assigned to a token from the vocabulary, V| Code snippets: indentation, symbols, and
snakeCase may tokenize Ene.ffi:ie.nﬂﬂ‘
ti k
Decode 4V " % En_ 2 Woch o g (maﬂ P e v Mulﬁ“nﬂuﬂ[ text (E-ﬂu Chinese, Arabi::)
perfectly reversible).
. ) may use more tokens than expected.
i KE.H Distinction 8. Tester Checks
® Test with multilingual text and dif ferent scripts.
Tokenization is Raw Tg’m ‘Tok 1] Worsa| --- 'ﬂ}kn\ ® Include emojis and special symbols.
preprocessing. | {Fumgin - ® Use long identifiers, GUIDs, and hashes.
Readable) The sl enanat ded
| € Mmoae L'IP'E-rﬂ. £S an encone & Chﬂ{:k C-ﬂd.'E- SHEPPE‘tﬁ ﬂ.l""ld. {035.
WRETN nepesiptations; ok aw ® Ve.riﬂj behavior near context limits (truncation,
words directly. :
errors, or silent a[rr:nps).
9. Common Mistakes 10.

b 4 Assuminﬂ spaces define tokens.

X Assuminﬂ all models tokenize idenﬁca[{g.
X Iﬂnnr‘ina SPecial tokens (BOS, EOS, system tokens, etc.).

X Hard-cﬂdinﬂ token estimates without verifgin3+

Manjuna.th N P
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Mamnr‘zj Hook

Tokenization

fur‘ninﬂ text into
model-readable token pieces.

linkedin.com/in/ manj unathnp




Context Window

1. DEFINITION

The context window is the limited

amount of tokenized information a
model can consider in a sinjle.
interaction or inference request,

inr:.lu.clinﬂ relevant instructions,
conversation, retrieved context, and

Gu’cPu{: budge’c dapendinﬂ on the 555tem.

2. WHY IT MATTERS

° Lunﬂ conversations or documents can
exceed the limit.

» Impar{an’c details may 3# pushed out
of the window.

e Effective attention on kE.‘Lj information

can be reduced.

3. MENTAL MODEL

Think of the context window as your desk
with limited wnrkin5 space.

ﬁ T .

oo

I —

You can nnlc_.j work with what fits on
the desk righ’c now.

4. FLow: FRoM INPUT To RESPONSE

’ Sﬁstam 1 r"-_C1:1rr'm.||'»a'.'rsf.n:Ein:mw f Retrieved |
Tnstructions Histor Context

+ N @ +
— — o L J \_ )

v

Fit within Context Buclge{:
(What fits in the window)

N
[E% Model Response J

Manj unath N P
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5. Core IDEAS

Saﬁem Tnstructions: Rules, role,
and behavior 3uidance.

Conversation Hisfarg: Past turns

in the dia[ngue.

Retrieved Context: External documents
or knowledge. bmuﬂh{: in.

Token Budse-.’c: The total space

available for this req’ue.a‘f:.

Oufpu‘t Budgei: Portion reserved for

the model’s response.

=

6. QA EXAMPLE

Context Window
=

0
Pnlicj - e, it A —al—'"'
Doc 1[7 :FI‘IZE within budﬂe.‘t |
{ ]
|

=3 AN

Polic
Doc ‘lj2 % : [ J i
|

SR

A lonﬁ suppar{: conversation Plus several polic.ﬂ

documents may push earlier constraints out of
usable context or cause truncation.

+. DISTINCTION
Context Window

Permanent Memnrj

(or Trninins Data)

Lnnj-ferm knuw[edge;
not direc.ﬂtj editable
per recluest

7 [ .- -
Temporary, per-request

warkina space.

- N =
8. TESTER CHECKS [ 9. CoMMON MISTAKES
% Irﬂ lnnﬂfprnmpfs and X Tre;a'l:ing context as
oot unlimited.
v Plna::e i‘mpurtfmn{ info ot X Cun-f-‘usinﬂ context with
bE31nnln3, rmdt:lle, .E'.nt:l. 'traininj d.ﬂ.,":a+
o CFFCI({:S'FDF truncation X Asauminﬂ all included
effects. :
e text is equall
v} Lmt' -F:r c.unﬂmtmﬂ influential. s
context. ‘
Test long multi-turn X Ignoring output
| sessions. Jl budget. |
10. MEMORY

—

Context window = the model’s
limited working space for this req'ue.st. |

[QLZ

linkedin.cnm/in/manj uncﬂ:hnp



Q @
Hallucination
Definition: t_/«_)tlﬂ it matters:
@ Hallucination is when a generative & e Fluent language can hide

AI SﬂS‘tﬂm Pmc{uc.e.s Cﬂﬂ'tﬁﬂ'{'. 'H"lt‘l't Wrﬂﬂﬂ -Fﬂ_c,‘ts_
appe.a.rs Pla.u.sible bu‘t 1S incnrr‘&ct y L Ha[[ucina‘tinns can Cr&a‘fﬁ
fabricated, unSuppar'l:ed , or inconsistent business, Se.c.uri'l:j , or

campliance. risk .

(_Core ideas =
@ Mﬁﬂ'l:ﬂ-l WIOJ-EI v claim — a statement about the world

Vv evidence — information from a trusted source

4 Fa.c:l:ua[ifj — matches r‘e.a.[rtj and sources

with available evidence.

Confident answer

without evidence. | Support — evidence that backs the claim

v/ contradiction — conflicts with trusted evidence

.

Flow (Hnw to evaluate a resPanse)

(O L,8 |-

3 VET‘I'FH Claims % :

2. Model
1. Pramp'l:/ Generates Aﬂ ainst b, Suppar‘t&d
Context Plausible Trusted | or |
L _/ k Response J L S otkite 4 Hallucinated
QA / Test Automation E}mmpla Pkl dde.

N\ Hallucination is not Simplj a

ﬂrammn.r érror, a respansa can

be fluent and still hallucinate.

with no re.s’coc.kmﬂ fee.

ht’.‘. r‘e-Fund PﬂllC—fj allaws
returns within 90 dajs

—> This Pahcg does not exist in the Tester jgrlflﬂc.kf_

Factual claims
Citations / sources
Unsuppor'l:ed details
Missing - evidence behavior

Rﬂpe.a'f:ed runs (cansisfﬂncj)

company 's official documents.
The response is a hallucination.

& Common Mistakes:
X '-_ru.sﬂns confident tone

X -re.sﬁnﬂ Dh[j obvious facts

A B i

Memory:

~ “Hallucination = P[auﬂib[ﬂ-—
e Saunding au‘EPu‘E without
reliable SHPPGr‘t.”

X Eclua‘ting relevance with truth

X Not c.he.c.king sources

Manjuna:l:h N P manj una‘&hnp.in linkedin.com/in/ manjunathnp



Retrieval-Augmented Generation (RAG)

1. DEFINITION

L

RAG is an AI application pattern
thot First retrieves relevant
information from an external
knowledge source and then
supplies that context to a
ge,nera.twe. model to help

Prnd.uc.e. a 3ruundad answer.

2. WHY IT MATTERS

9

e Tt lets systems use current /
private domain knowledge
without rﬁtr‘mnmg the model.

° Qu.al.ltg d.epe.ncls on both

retrieval and ge.ne.mtinn.

3. MENTAL MODEL

4. FLOW (HIGH LEVEL)

Open-book exam:
find the right pages,

then answer from them.

( l: User Query

"J_ /

@' Retrieve Relevant Chunks

d
(5\ Add. Context to Prompt

!

@:I LLM Generates Answer
ke “"I
E @ ) Evaluate

5. CoRE IDEAS (KEY TERMS)

e Query: the user’s question or need.

o Retriever: component that finds
relevant information.
¢ Chunk: a small piece of a document
used for retrieval.
retrieved. chunks inserted

into the prompt.
e Generator: the model that prucluc.e.s

the final answer using the context.

e Context:

6. QA EXAMPLE

#. DISTINCTION: RAG # FINE-TUNING

| @ Retrieval adds context at runtime
Fine-tuning upd.o.tes model weigh’cs

from external sources.
. during training.

An HR policy assistant retrieves the

relevant sections from the company’s
Le.ave-pul.icg document (e.g., types of
leave, E.l.igibil.i'l:g, mrrg--Forwa.rd rules)
before answering an employee question

about leave balance.

Tt does not retrain the base model.

8. TESTER CHECKLIST

Correct documents/chunks retrieved ?
Irrelevant or missing context ?

Is the answer supported bh‘ the
retrieved context ?
Are the source documents current

(stale docs)?

Any retrieval failures (no/low results,
bad ra.nking)?

Any generation failures (hallucination,

| contradiction, poor gr‘aund.ing)?

9. COMMON MISTAKES
. i"E X Blaming the model for bad retrieval.
X

ASSuming retrieved context is
always correct.

‘ X Testing only the answer, not the
retrieval.
| X Using huge chunks with irrelevant

information.

-- 10. MEMORY HoOK
l RAG =

gene.mte, answer second..

retrieve evidence first,

11. WHAT’S NEXT?
| O’) Next: Embedding.

~

&I& ACCURACY =

[RETRIEVAL QUALITYJ T [GENERATION QUALITYJ

Get the right context.

Use it currecttg to answer.

.

Manjunath N P

manjunatlrmp. in
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E mbeddin

1. DEFINITION

An e.mbe.ddins s a numeric vector
representation of data, such as

text, designed so items with

similar me.anins or characteristics

are located closer fnse{:her in

vector space.

4. FLOW (END-TO-END)

Embeddinﬂ
Model

ext / Chunk

5. CORE IDEAS

¢ Text chunk
° Embadd[nj model

b V&C‘tﬂr' ff - H\
P
o Simi[arif5 / ; i b xq
.II' . | "
e Semantic Se;arch ¥ X !
¥ :
‘b. \ /
S “o-- 7/

8. TESTER CHECKS

X2

4

2. WHY IT MATTERS

Embaddinﬁs enab[e. Se.manﬁc
search and retrieval even

when wnrdin3 differs.

3. MENTAL MODEL

Place me.aninﬁs Qs Poin‘tS
on a map; similar me.aninss

live ne.a.rbj :

Vector Store / Search Similar Vectors
N umbers Retrieved
0' 42 &
-0.27 L
0 83 —=2 f.‘\.
'@
i 0

6. QA EXAMPLE

Qu.e.rﬂ: “reset 'Fargc:’d:en pa.sswnrd

i (semantic search)

Retrieved Document:

“Account credential recovery x

Match occurs even without
exact keawnrd match.

9. COMMON MISTAKES

Sﬂmanﬂcal[ Si.l"l"tll.l.ﬂ.l‘"' U.E-I"'E.ES- Traﬂ_'tin Embgddin S as
M y 9 X
iy : N 9
G diggentat fudaing) human-readable meaning
IZ Dn:a.lin-spe.ciﬂc terms X AESuminﬂ similarﬁ:ﬂ
S5 means truth
Z Ambiguous words and N : .
multiple meanings X thng mcampa’cub[e.
V] Multilingual data EAGEAIng Marde
and translations X Iﬂnar‘f.nﬂ chunk C}ualifﬂ
V] Irrelevant nearest neighbors (too big, too small, or

(false pasiﬁve.s)

Manj unath N P

Pcorl'.j SP[iJc )

man| unaihnp. in

| &

+. DISTINCTION

Emb&ddinﬂ - =
Oriﬂ inal Text

Embeddinﬂ =

Database

S

012 | Tt is the numeric
_0':2? re.prese.n{:a.ﬁnn stored
0'65 and q,ue.rie.d bﬁ

vector search.

10. MEMORY HOOK

#—___—-——_—‘_

: Embeddina =

mean[nﬂ represen‘l:ed

as numbers for |

\ sumt '.a.ritﬂ search. 4

e — e— — — — — m— s S e

linkedin.com/in/ manjunathnp



Vector Database

1. DEFINITION

A vector database stores and
indexes vector embedd. ngs so

applications can search for items
that are similar in mminﬁ or
characteristics.

R FLoL +

2. WHY IT MATTERS

If IS o common re.{:rie.val Cumpanﬁnf
in RAG Sgste.ms and Suppor’cs fast

similari’cg search over many

E.mbeddinas. —
=Nl s [ RAG

~

Sgsfe.m

3. MENTAL MODEL

A [ibm.rﬁ nrsanize.d b:, meaninj
rather than exact ke.jwnrds.

T_[[&ﬁ:a_), ol o
R % 7l B

4. FLowW (AT A GLANCE)

\’
@ Eh”_Eb]l_Eb] Chunk
2
© e Emfe.ol
Store Vectors + Metadata
® =
\)
@ [' ®0 '] Qu.e.rj Embe.ddinj
Vv
Similarity Search
© Q 4
)

@ :=| Relevant Chunks

. o

Mmj unath N P

ma.nj una.thnp .in

5. CorE IDEAS

Vector: numerical
rapre.se.ntn.ﬁun of
meani ng.

St s e
Thndex: arganize.s vectors

@% for efficient search.

0 Metadata: extra information
0 (e.g., source, date, doc type,
owner, policy id).
' AR Similarity Search: finds
p " _®)  vectors close to the guery

5 Pk In me.aninﬂ.
? 1= Top Results: returns the
5 most similar items.

6. QA EXAMPLE

. \
@ What h&LPP-E.ns if an

Emp[ayﬂﬂ misses the
..,__Pﬂ“c‘lj ‘{:mjninﬂ?

The 535f£m retrieves

Samantic.a[lj related

J1's ——
J 0 — Pali'f:ﬂ chunks even
== when query wordinj
e 0o —
@ - differs.
. —
F. DISTINCTION

Embecld.[ng Model | Vector Database

g |F| B

Creates vectors Stores, indexes
1 B M and searches

I I vectors.

- o

The embedding model creates vectors ;
the vector database stores / indexes /
searches them.

8. TESTER CHECKS (GooD @) | 9. Common MISTAKES (Risk !)

/] Correct metadata filters applied.
V] Tﬂp results are relevant and useful.

X AsSuminj nearest means correct.

X Ijnr::-rl'nﬂ metadata and filters.

Missinﬂ or duPlic.u.fE. chunks

identified. X Mixina E.mbe.c[dinjﬂ from
Indexes are up to date; no incompatible models.
stale data. X Te.aﬂna unlﬂ exact war.:linj
Semantic e.dﬂe. cases tested que.rias.

(synonyms, paraphrases,
abbreviations, tﬂpns}.

10. MEMORY Hook
ag Vector database = store and
search 3mbeddin35 by simi[mri‘ﬁg.

linkedin.com /in/ man unathnp
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An Al agen‘t 1S o saste,m that uses a model tngeﬂ'\er with

QEFlNITION] instructions, tools, context, and an execution loop to work
toward a goal and take actions.

[_WHY T MATTERS] Age,nts do more than 3e.ne.rate. text; ’dne,ﬂ con choose tools,
inspect results, and continue through multiple steps.

| MENTAL MODEL | _FLow |

CEA RV B ®E@’ Splged )

@ @ A ent/Maole,[

GoAL THINK/  ACT WiTH OBSERVE CONTINUVE v Demde.s Next Step

DECIDE TooL RESULT  UNTIL DoNE
® L ﬁ Tr:m[ Call /Action J

| CORE IDEAS | ® : t e
o8 @ %o EHEsT
N Y o~

GG#L E INSTRUC.TIIDHS:: MoODEL ' ToolLS EOBSERUHTIEHSE LooP @ [ Observa‘tign ]

)
QA EXAMPLE \ @ [ O Continue or Finish J

A defect triage agent reads a bug report,
looks up logs, checks ownership, proposes

severity, and creates a structured

recommendation.

" DISTINCTION | TESTER CHECKS | | COMMON MISTAKES

\ J

Agent # LLM alone. (M Goal completion Testing only final text
Age.nt s the a.ppl[c.atian [nup

around the model plus @/ Correct tool selection ASSuming model i1tself
toals/ state. executes tools

______________________________________________ @’ Valid argumants / [nputs

MﬂDEL Tﬂm—/ @/ Handlinﬂ failures
9 Y, .
B0 By and timeouts

L5
STATE)
ﬂ/ Stappins behavior

Ignori ng intermediate
actions /observations

I""I------.----.-----.....—. ----------------------------

> B PPy

Al [nwins excessive

The runtime / application executes

ool t th dol (no unnecessary lnopa) permissions or broad tools
ols — no e model.
i \
R QRY Agan{: = model + tools + [nop NEXT

Aﬂentic AL.

@ working toward a gnal. —>

Manjunath N P manjunathnp.in linkedin.com/in/ ma.njunathnp



A

gentic Al

1. Definition

Agﬂnﬁc Al refers to Al sysfe.ms
designed to pursue guals fhraugh

malﬁ-sfep Planning, decisions,

tool use, observations, and

adapfaﬁan rather than Prnducing

only a single response.
3 9 P

2. Why it matters

permissions, recovery, and

® More autonomy creates more

Pﬂssi ble failure Pa‘f:hs .

® Requires testing of sequences,

task com Plefian.

4

1.

3. Mental Model

How it Works (Bpi{:al Flow)

Not one answer, but a journey

of decisions and actions.

A
]
&
©
S
9

8.

<] [«

<] (1] [&] [&] [&

Goal 2. Plan / 3. Use Tool / 4. Observe 5. Adapt 6. Repeat 7. Cnmp[efe/
Choose Step Take Action Result Plan Stop
Cnre. ldeas 6. QA Example 7. Key Distinction

Aufanam_y - Acts within given 9::--:11'5 |

clnd baundanas

Plan — Breaks goai into steps
and chooses the next best step.

Action — Uses tools / APIs / systems

to make changes or ga'f:her data.

Observation — Sees results and
captures feedback.

State = Remembers context, results,
decisions, and constraints.

Cnmpfaftmn - Knows when the 59:1!
is satisfied or should stop.

A release-readiness agﬂnf:
A

®

®

Gathers test results from the

test management system.

Checks open defects and their

seven‘fy :

Queries dePfu‘ymenf status
from the CD PEPEHHE.

Ana{yzes the information and
“Go” or “No-Go”

with rationale.

recommends

What Testers Should Check
Correct trajectory to goal.

Laaps: exit conditions and
iteration limits.

Retries and backoff behavior. |

Avoids unsafe or destructive actions.
Re:specfs permission boundaries.
Clear cnmplefian criteria.

Graceful recovery from failures.

Manjunafh N P

X X X X o

AT Agent

A concrete .sysfem f appficaﬁon
that performs tasks.

Agentic Al

The broader capability / approach
| of goal-directed, multi-step
behavior (Pfanning, acﬁngj

observing, adapting).

All Al Agents use Agentic Al
principles, but not every

workflow with rules is Agentic.

. Common Mistakes

Validating only the final answer,

not the journey.

Aﬂawing unlimited retries
or iaaps.

Unclear or mfssfng Sfap
condition.

Granfing excessive auf‘anamy
without guardrails.

manjunafhnp. (n

‘ 10 Memary Hﬂﬂk

| 9 Agenﬁc Al &

goal-driven Al

that plans, acts,

observes, and

adapts. ”
OO

O

linkedin. cnm/in/manjunal’:hnp



6) QA EXAMPLE

' 1) DEFINITION

Tool mlling is a pattern where
a model requests that an
applica{ian invoke a defined
external function or tool with
structured arguments; the

8@ User: “Get order 123"
J

Model: Chooses tool {cje.I:Orde.r’
g with argume.n‘l's { orderld: 123}

applica’ciun/ runtime validates J
and executes it, then returns =] Application: Calls Order API
the result to the model or workflow. [Eeisi— GET /grdg.rS/ 123
v
| 2) WHY IT MATTERS Result returned to model:
a8 QR F oodersa 125, stabus: *Shigped’s 3
s 0% !

Model / Agent : Continues with
§ Sohets [anguaae i i the result (answers user, etc.)

APIs, databases, search, files, and

actual action.

Validates tool + args

Selects the best tool

actions. 7) DISTINCTION (EXECUTION BOUNDARY)
3) MENTAL MODEL L et ;HMSES/REQUEETJ‘: AppuachTA / partive §
| EXECUTES |
—— ). Model fills out a request form; | | — |
__/ the application performs the : < — |
i Understands request
|
|

; e (Checks permissions
" 4) FLOW (END-TO-END) ) SR eAE i, g
* Requests execution ¥ ERSCRYeS e 50

I

I

I

I

I

I

I

I

I

I

I

I

l

I

I

I

I

I

I

I

I

I

I

I

I

I

I

I

I

|

I :

8 1 User Raquasf | ' Does NOT execute * Handles errors/retries

J I

|

I

|

I

I

|

|

|

|

I

I

I

I

I

I

|

I

!

I

I

I

I

I

I

|

|

!

¢ Returns result

2. Model Selects Tool

+ Arguments 8) TESTER CHECKLIST

Correct tool selected

Application Validates
Valid arguments (types, required,

Runtime Executes Tﬂﬂl formats, ranﬂe,s)

Authorization & permissions

LS. .

Tool Result
6. Model/ Agan’c Continues

Malformed / unexpec.{:e.d oufpufs
Retries & error handling

G) @<[H«@<&3

@OWO® O

Tool-result handling in mude,l/aﬂe;nf
' 5) CORE IDEAS

Tool Schema: The contract (name,
description, input /output schema).

Tool Name: Unique identifier

of the tool.

'9) COMMON MISTAKES

X Saﬂing LLM dire.c.{lﬂ executes the API
X Trus*:ina arﬂumants blindhj

X Missing authorization checks

X

Ignoring tool failures

Q13

Ar‘gumen‘ts: Structured data
{ } the tool needs. "--10) MEMORY
Runtime: The application/system Tool callina = model requests;
) that validates and executes. P applic.a{:inn executes.
Tool Result: The uu‘:pu‘l: returned
-
b Bt kol oy woatBlod: 11) NEX
7% Next: Model Context Protocol (MCP).

Manjunath N P manjunathnp.in linkedin.com/in/manjunathnp



Model Context Protocol (MCP)

1. Definitian

Model Context Protocol (MCP) is an open
profac.ol for c.onne.cf:t'nj AT applfmffon.s
to external tools, resources, and Pmrnpfs
through a standardized client - server

architecture .

Jis 'vdhy it matters

o It reduc.e.s c.usfom fntegra.ﬁan work .

o It creates a consistent way for AI
hosts to discover and wuse mpabiiffz'as
exposed by MCP servers.

3. Mental model

ol MCP External
AT lication Ay
ZTIF:; " (USB-like standard capabilities
3 connector ) ( Tools / Resources :’
Prnmp‘ts)

MCP LS fhe. .Sfmda.rd C.anne.c.far ﬂ'ta.f makes
Eve.rjthfnj piuj - and —Plaj.

4. Flow (Hijfn Level)

=1 E\E
—-.:-)"@—.:-} ::::j —&=-
oo @

b A L !

AT Host MCP MCP oy
A Client Server Resources /
11,. Prﬂmpfs

Results / Responses
back to Host

5. Core ideas
‘ Host - The AI ﬂﬂp“&ﬂ-ﬁﬂﬂ that initiates

Ll and consumes mpabi“‘f:'e.s.

-] Server - Exposes capabilities (tools,
resources, Pmmp‘ts) via MCP.

Cl[fe.nf - 'ﬂ'lE. ﬂ.nmpanm‘t in the host that
spea.ks MCP and manages connections.

e

—3 Resource — Data or content the server
= ' les, d logs)
can provide (&.3., files, docs, logs).

Wl
@ Pr’ampt = Rﬂusa.b[e. Enatrucffnns or fe.mpu':ﬂ.’fe.f.

the server can Pravfda.

— An action the server can execute

(5,3‘, search, create issue ).

6. QA Example

A Codinﬂ assistant (Host) connects via MCP
Client to an MCP Server thal exposes:

o R&pasifarj search tool
e Issue {nakup tool

e Code file resource

(Hﬂit) C“EH‘E

« PR Summary Prﬂmpt Repository
r 2 Search Tool
|
; : Issue
" (/} |_¢_} —gE-> - "E"""T"} Loakup Tool
— E :
: Code File
l:adfna Assistant MCP r__} R:.snur‘cﬂ
|
|

The assistant discovers these capabilities, uses

them, and jafs results back.

7. Distinction

MCP # AL model (LLM)
MCP # AI aﬂe.nt
MCP # Database

HOH KN

MCP s a Prafar:.m': - a set of rules for
communication and capabi h'f:j e_xchansa.

8. What a Tester Should Check

@ Capabil'.ff.’j dismvﬂrj — Are -:'.c:tpabiﬂffe.s c.::rre.:;ﬂy
listed and described?

(2) Schema correctness — Do tools /resources/ Frampfs
conform to the expected schema?

(3) Authorization — Are permissions and access
controls enforced?

(4) Server errors — How does the server handle
invalid reciue.sfs and failures?

(5) Unsafe tool exposure — Are dangerous or destructive
tools Prape.rifj restricted ?

® Transport & session behavior — Connection

setup, timeouts, reconnection, concurrency.

Common Mistakes

Cauinj MCP on AI model.
Canfusinﬂ MCP server with an LLM server.
Aasumir\j all MCP servers are trusted.

X X X % B

Ijnarinj parmissinns and access boundaries.

10. Me.mnry Hook.

i ™
. “MCP = standard Prafacni

f:¢ connecting AL apps to

e - external capabilities. i

11. Next

—p> Al Te.sﬁnj

Manj unath N P

ma.nj unat hnp .in

linkedin.com/in/ manjunafhnp



[_1— D_EFINII‘I_'.ION W“

Al Testing is the Sgstemaﬁc evaluation

of AI-enabled systems to determine whether
their behavior, outputs, risks, and quality

meet defined r‘e.quire.me.nfs aCross

representative inputs and operating conditions.

AL Testing

2 WHY IT MATTERS |

AT behavior can de.penc!
on data, prompts, model

cnn-FigumtInn, context,
retrieval, tools, and
nondeterminism; quality
is often multidimensional.

3. MENTAL MODEL

Traditional Data / Model Evaluation Safe.’ca / Risk

software behavior metrics checks

testing

s

—

4. AT TESTING FLOW

@ Define Qu,alitﬂ Goal @

A
@ Build Represe.nfative. E
Test Cases =

N
@ Run AI Sgstem @
J

@ Measure Outputs/ Behavior h’ﬂﬂﬂ
J

. 5. CoRE IDEAS (BUILDING BLOCKS) | @ Analgze Failures Q
Test Input | Expected | Dataset | Metric | Threshold | Risk v
np | CrF:te.rm. : : : @ Regression Gate H| ﬂ
DB 8 a0
il : |
What we ask | Curated, diverse, How we | Pass / Fail | Potential harm
or provide to that ?md ' representative | measure boundary. | or unacceptable |
the system. | looks like. | examples. | quality. | | outcome. ‘
6. QA EXAMPLE | 7. DISTINCTION 8. TESTER CHECKS |
A support assistant is () Functional behavior
tested for relevance, AT Testing # only © Data quality
correctness, groundedness, model testing; @ Robustness
safety, latency, and test the end-to-end| () Safety
fai[ure. ha.ndling OCross 555te,m_ @ Re;trieua[ / Tnnls
e oS, @ Repeatability (nondeterminism)
9. COMMON MISTAKES 10. MEMORY Hook

@ Exact-match—anl3 testing .
® One-run te.sting @’ ~
® Small, happa—pa.th dataset a j \.f"'

® One metric for everything 7

2. AT Testing = test
- behavior, q,ualitg_,

data, risks, and
the whole sastem.”

— —

'f%hNEXT:%j' LLM Evaluation - @ ¥ ""’ @

Manjunath N P manjunathnp.in
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LLM Evaluation

1. DeFinITION
LLM Evaluation is the structured

process of assessing lanSMSE—mnde.l
or LLM-aPPlica‘l‘ion behavior aﬂnins‘l'
defined quality criteria using test
cases, metrics, 3ra.de.r5, human review,

or a combination.

2. WHY IT MATTERS

. Optn—e.nde,d au‘l'PLL'l'E n‘H'e.n c.o.nnn‘l’
be tested with exact E.xpec+ed 5+rin35‘

e Evaluation must measure dimensions

such as relevance, correctness, &

3ruuncle.clne.ss , 5"-'{:E-+Y: and @)

task cnmple.+ion.

3. MENTAL MODEL

T£5+ suite + Rubric - Mmﬁurame.n'l'ﬁ

— A o
77 il

= Unde.rs‘l'u.nclinﬁ la..nﬂ uage behavior

4 EvaLuaTion FLow

Evaluation Dataset
\:
Run LLM / A PP

(o

384

Capture Output
Apply Metrics /Graders
Scores / Labels

Amlyze. Failures

Res ression (Grate I

Hec@Q-@<c@<@<-O«O

8 o3

5. CoRE IDEAS
?ibl Test case - inpu‘l' + context + intent

a Expe.cﬁd criteria = what Snucl looks like

[I]J Metric = how we measure a dimension

O Gihder = rule, model, or human scoring

®
() Threshold - pass/fail or quality bar

6. QA ExamrLE /7'
Run 100 Eu.PFnr{' cj_ue.s‘l'iunﬁ 'l'lftf'nujh the P a
assistant and score: E z A 1/

@ Answer relevance @

@ Groundedness (u.se.s Pr‘nv]ded 'm'Fn) CQ
() Safety (no harmful content)

4
@ Ln:l'e.nc}r (rtspanse. ‘l'ime.)

Each dimension is measured; 'l'uje:{'l'\e.r

'l"he.y give a -:Lua.li‘l'y picture.

7. D1sTiNcTION

¢ Evaluation is broader than a sinsl.e. metric.

e No one score proves overall :],u.a..li'l'}r.

. MLLH';.PI.E. methods ( automatic metrics,

model 3radar5, and human review)

I"i"hﬂ..}( I‘JE. HE&d&d . Metrict

Hl.l.!'l'i.ﬂ.l't

Eval.tl.m.{'inn

8. Tester CHECKLIST

v Re.pre.se.n{'a.+]ve. cases (-:.we.m.ﬂe. of 1n+e.n+5, ( Q"\

domains, and di#iml‘l‘}r)

Reliable scoring (clear rubric or 5rm;le.r) @

v
V| Thresholds defined (q{mlH’y bars per me:l‘ric) .= i
v

Reprnduc.ibiii‘l'},' ( same 5e.+up , same re.suH's.) S
E‘ Failure n.nn.{}rsis (‘Find root ca.uata) q
i Re.ﬂre.ssiun trends ({'rm:.k over 'l'ime.) ‘ N 7

. CoMMON MISTAKES

9

X One metric -:ml}r Q

X Tiny dataset Egﬁ

X Trusting averages (hide bad pac.ka{'s)

X O
N

No human calibration

<1, "LLM Evaluation = repeatable |
nt E m lity.” |
measurement of la.njua.je. 5};51'9, qua +y y

H---—---------_-------‘

11. NexT

[ E Evaluation Dataset ]

Manj unath N P
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& Evaluation Dataset %

1. Definition 2. Whﬂ it matters
An evaluation dataset is a curated . "
collection of repre,.se.nfa.ﬁve test v Evaluation gmlifﬂ ‘i.s limited bg the
inputs and, when needed, expected coverage and quality of test cases. ¥
outputs, references, labels, contexts, P ity st PelpesEe T :

or criteria used to evaluate an _ ]
comparisons over time.

Al SSS‘EE.m can&isfe.nﬂj .

3. Mental Model 4. Ti.jpir:.a[ Flow

Think of the evaluation dataset as

an AI test-suite data covering: @ - ? - 0 =Y @ =3 D_Dﬂ £ @

OIOIA|S|® O 2, & @ © 8
Define Risks/  Collect/ Add Run Amiﬂze Version

Normal | Negative | Edge Adversarial | Domain- Use Cases Curate References/ Evaluation Coverage  Dataset

specific Cases Labels if and
needed Failures
5. Care. Cnmpnnmfs 6 QA Exampte.
f Component What it contains Exnmple. ] A SLLPParf chatbot evaluation
g E dataset may include:
2| Input The test prompt, query, or request How do I reset my password?

2 Bi[[inﬂ q’ue.sfians and refunds

@ Expecfed/ReFererm Ground truth answer or correct behavior SfeP-bﬂrsf:eF reset ﬂuide with link 3 Dbsidrdibest by

Q Context Additional info: Qe state, history, User is logged in, on web, EN-US o Subsm-ipﬁﬂn cancellation
channel, locale, environment 4 A mbtaua 2 q'_ue;s{:in e
0 Lﬂ.bﬂi Caf:e.aﬂrﬂ or cl',ass Fnr‘ mn.l'.ﬂsis U[sa Ca.se: Pﬂ.s.Swnrd. RESE{I . unsuPPc}r{Ec{ reciuﬂ.'ifﬁ
. £ o mfu t
= Metadata S?l.;rc?, {Tftr’ dafe., version, drFFlcul'.{H} “1-2; 2025_05_21’3’ Hish Risk? Bil'.l'.in.g UHSG.‘FE- or J.'La.r‘ ‘F Il. Pr'ﬂmp S
3 lave., :95 - Muiﬁiinﬁua{ cases
@ Cwe.mga Mappllnﬂ to risks, FEa.fur‘ES, Biilinﬂ v, Se.curl'fﬂ v, Ed.ge v, (“"5 EM ES FR HI)
| de}nmms, l'.anguages ) etc. French | O
— 7. Distinction N — 8. Tester Checks v — 9. Common Mistakes
Traininﬁ Evaluation v/ Representativeness of real-world use
Dataset Dataset v/ Duplicates removed or minimized X O”'{}_j I'lﬂFPf.‘j P aths
= v No leakage from training data X Too few cases to be meaningful
v — = bala
; v — j E‘[: i usi' b ndaa;c& o X' Training/evaluation leakage
. e, negative, a versarial cases
Teaches the Sﬁﬁﬁmi :h:vm;d S CIeak relirends & (labdls X Stale or outdated cases
model. a.: fr:jninﬂ d;i: v Versioned and ::hanﬂe-fmcke.d
é 10. Memarﬂ Hook ./é 11. Next Sfe.p )
~ 12. Accuracy: Key Takeaways =
J Y 3
e High-quality evaluation depends on @ Evaluation dataset must be independent
f coverage , not Jusf q'ua.nﬂfg. E of frainin& data to measure true behavior.
O * Include normal, negative, edge, |« Good datasets enable fair comparisons
Sersm'éﬂnd domain-specific cases. : across models and over time.
f % |

-
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Evaluation Metric

1. Definition

An evaluation metric is a defined

measure or sa.orinﬂ criterion used to

Qu&nﬂﬂj a chchic.ulu.r a.s]:::e.cn[: of AL
quu.ll-l:a.

Metrics may be deterministic,

statistical, similarity-based, model-based,

binary, categorical, or numeric

depe.nding on the task.
2. Whtj it matters

« No Eingle. metric c.ap‘ture.s all quulitﬂ.

e Metrics turn vague gﬂula into
meoasuroble dimensions.

e Thresholds can define pass/fail
qualitﬂ 3&1:25 when calibrated

mreacullfj :

3. Mental Model

Use the right measuring instrument
for relevance, correctness, 5&‘?&1:3 '
groundedness, la'l:e.nc.g . OF

task completion.

4. Evaluation Flow

@ 4 Qualiy o

o 2. Define Vle_‘cnc./ Rubric
\/
@ 3. Run on Test Output
\’
%% 4. Score/ f‘l:abal
5. Compare to Threshold
)

6. Pass/Fail /Review

Q)

5. Core Ideas
Dimension — the q,uali.{ﬂ aspect

being measured (e.g., relevance).

Score - the quantitative or
scaled value pmd.m:.e.d.

Label - c.a:l:agnric.al outcome

CREAN

(e.9., pass/fail, safe/unsafe).
Threshold — the minimum (or

moximum) acceptable level.

L

m

Evidence — the data, output, or

rotionale used for the score.

€

6. QA Examples

Exact match for status code
(e.9., 200 vs expected 200).

Answer relevancy for open response
(Does the answer address the q,uﬂsﬁnn?).

@ @ Groundedness for source-supported
\J claims (Is the answer supported
b5 provided sources?).
@ La‘te.nc,fj for performance
(e.g., response under 800 ms).

. Distinction

] Metric Threshold :
: m }
I ~ ’ b i |
- fa) F l
| |
: Produces Defines :
| score / label. acceptable level.

. S T T T S G G S S s s — -

8. Tester Checks
Intended behavior is measured.

Scoring direction is correct
(higher or lower is better?).

Threshold is calibrated with

<

&)

9. Common Mistakes
® Usmg accuracy for every

10. Mamarg

problem.

@ Trau:tma score oS abje.utiva truth
without context.

“Metric =
how q,uall‘l:ﬂ

is measured;

context. ® Setting arbitrary thresholds threshold =
V| Human correlation is verified. without calibration. how much C[«”-““l"{:ﬂ
v| Hidden critical failures are ® C,olla.psinﬂ unrelated metrics & 1S E.nﬂugh, ¥

not missed. into a singlt score. %
14. Next Step 12. Accuracy

LLM—cLs-a.-jud.ge..

@

Mul'lzlple. metrics often T"E-q,ulre.cl.

Manjunath N P
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1) DEFINITION

LLM-aa—a—Juclge is an evaluation

appmo.c.h where a [anguage. model

b
1

grades, compares, or critiques

another model /application output

using explicit criteria or a rubric.
gl ~2F

'3) MENTAL MODEL

D

Think of the judge model as an automated

reviewer Fnllowina a scoring rubric.

RUBRIC

2) WHY IT MATTERS |

e Useful for apen—ﬂnde.d q_uali'l:ieﬁ such as

relevance, clarity, or groundedness where

exact assertions are difficult.

o But judae. models can be biased or

Inconsi

stent.

4) FLOW (HIGH LEVEL)

Tt helps, but it is not an infallible oracle.

'5) CORE IDEAS |

Test Candidate Rubric Judge Score/Label Compare/
Input Output | 4 | (Criteria) Model + Reason 5 Review
= : KRt R Q
— 8 — ¢ 0
@ = o — " [ 4/5 J Q
. J e J \ J \. J 9 J \ J

6) QA EXAMPLE

~7) DISTINCTION

8) TESTER CHECKLIST |

E] {5) =) [ <)

v

v

V]

and definitions.

to the rubric.

judgments; measure agreement.

Calibration: Align scores with human

Judge Prompt: Provide clear instructions,
context, and constraints for the Jjudge.

Rubric: Define criteria with explicit levels

Score /Label: Produce an explicit rating
or label (e.g., 1-5 or Pass/Fail).

Rationale: Re.qruire. concise reasons tied

LLM—&S-&—Jw:lgE: # arou.ncl truth.

verification is pnssibl&.
Calibrate and report uncertainty; a.lian

with human labels periodically.

Is the rubric spe-::i-Fic with clear definitions?

Have you checked position /order bias
(swap order, multiple runs)?

Do human reviewers agree at a reasonable
level (inter-rater agreement)?

Do rationales look ﬁmunded and evidence-
based ?

Are you aware of salf—judsins risks
(model overconfidence, sycophancy) ?

Manjunath N P

®
« Use deterministic checks (rules, schemas,
unit checks, I/0 assertions) when exact

9) CoMMON MISTAKES &

KX X)X X

X

munjuna’chnp. in

A ju.dge model rates 3enem{:e,d test scenarios

on completenses and correctness using a 1-5
rubric with Explic,i‘l: definitions.

o -
Score Completeness (Definition) Correctness (Definition)
5 Covers all critical aspects All information is accurate,
and edge cases. consistent, and feasible.
4 Covers most aspects; Mostly accurate with only
minor gaps. minor issues.
3 Covers some key aspects; Partially accurate; some
noticeable gaps. notable issues.
2 Covers few aspects; Mostly inaccurate or
major gaps. misleading.
1 Missing almost everything Mostly wrong or
. important. contradictory. )

Judge output —> Score (1-5) + Brief rationale

referencing the rubric.
9

Prompting vaguely: “rate this.”
Trusting a single score as absolute truth.
No calibration or human alignment.
Ignoring variance across runs /models.

Rﬂplm‘.ing reliable deterministic
assertions with judge-anly checks.

Not insper,tina or luﬂﬂing rotionales.

10) MEMORY HOOK

D

-

N

N
LLM-as-o.-—Juclge. =

model Sro.des model output

using a rubric. /

@

linkedin.com/in/manjunathnp



1. DeEFINITION

Answer Relevanc

Y.

2. WHY 1T MATTERS

Answer Rele.vunc.g measures whether the
ge.ne.mte.d answer stays focused on and

addresses the user’s input.

In referenceless implementations such as

DeepEval’s metric, the actual output is

evaluated against the input without

requiring an e.xpe.cte.cl answer.

e A grammatically strong answer can

still ramble or answer a different

c[lue.stiun.

e High relevancy does not prove

factual correctness.

3. MeNTAL MODEL

Q “How much of this answer

Ko o.ctua.llg helps answer

what was asked ?”

4. EVALUATION

' ' 4 ™
User Actual
Inpu‘t 3 Oufpuf N

\. J \x J

FLow

~

Ide.n’ci-l:g

Statements

) 2

=
J udge.

Relevance

Re.lwanc,g

- to Inpu’c > Score

& | | ol

\ J \ J

5. Core IDEAS

Input: The q{ues’cinn or request

from the user.

Outpud:: The ge.ne_mted answer.

that he.lpa address the input.

Trrelevant Statement: A statement
that does not help address the input.

Score: How much of the answer

@ Relevant Statement: A statement

is relevant to the input.

6. QA ExAMPLE

@ User Input:

“How do T reset my passwnrd?n

Provides clear steps to

reset the Pusswnrd .

Relevant (high relevancy)

~

J

or unrelated pricing plan

Irrelevant (low ralavan-::g)

Talks about company histﬂrlj

St

J

/. DISTINCTION

Answer RalevancH checks
answer Vs input.

It does not prove truth
or suppnr{' from retrieved

context.

~ Re.levnnca #  Factual Correctness

Rﬂlavancg # Faithfulness

8. WHAT A TesTer CHEcksS

il (1) Directness: Does it directly address the input 7
:Q @ Tn.ngﬂn'l‘S: Does it go off on irrelevant 'l?ﬂpic,s?
@ Ve.rbosi‘cgz Is it overly long with little relevant value ?

@ Misunderstood Intent: Did it answer a different guestion

or assume the wrong intent 7

® Relevant-but-Wrong: It may answer the right question
but with incorrect facts—still relevant.

@
(3 Ignoring
®

9. CoMMON MISTAKES

) Equating relevance with correctness.

Re.c;uirins an unnecessary reference

answer,

verbose but irrelevant

statements that dilute focus.

Eualuc:d:inﬂ Dnll:j on obvious cf,uﬂs.'lrians

and ignoring trickg or e.-:lge. cases.

[10‘ MEMORY Hook " Answer Ralevanca = did the answer stay on the q{uestian?n

@/ 11. NExT STEP

Next: Faithfulness

Answer Re lﬁvancg

Focus on the input.

what was asked ?

Does the answer address :
|

Faithfulness |

Focus on the sources.
Is the answer suppnr’ced IJH
the retrieved context ? |

Manjuna::d:h N P

manjunu:l:hnp. in
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1) Definition

Faithfulness

Faithfulness measures whether claims in a
ge.ne.m'bed answer are supparte.d b3 and do

not contradict the provided retrieval context.
In RAG evaluation, the actual output is

checked against retrieved evidence.

2) Why it matters

e A relevant answer can still add unsupparfed

details.

o Low faithfulness usually points to generation i/

prompting behavior after retrieval, not

necessarily retrieval qrua.litg.

4) Flow
i '

g T ' ™ y ) i B .S l"{', G{ a y
Retrieval Actual Extract Check Each upported / Faithfulness
Context Y Output =4 i i=ae - Claim Against & Unsupported / y Rabrs

\ B W Context Cunfmdicfnrﬂ |
SIRIDINE (o
= : ©WO®| |

l'x, K _ \ y \_ v & Y l-. J \ _J

5) Core ideas 6) QA Example

0 Claim: an atomic assertion in the answer Context says: “Refunds within 30 cia.gs. 4

that can be verified. Answer adds: “We also offer free return
gj Retrieval Context: the set of passages/ shipping. %
pages provided to the model. “Free return shipping " is not in the context,
@ Support: the claim is explicitly or so that claim is unfaithful.
ciearﬁa Empfied bg the context. 7) Dictinchichs
® Contradiction: the claim conflicts with @ Faithfulness: checks answer vs. retrieved context
what the context states. (are claims supported / contradicted ?).
N S : Eti B s e O  Answer Relﬂvancﬂ: checks answer vs. user input
5107 3 o R ORET mc,‘ g .a. e D  (did it address the user’s quasﬁan?).
supported (or a wmﬂhf:ed variant).
= Retrieval Metrics: assess the retrieved/selected
—J context (cnvarage., ranking quality, etc.).
8) Tester checks 9) Common mistakes 10) Memﬂry
Suppﬂr‘f for each claim. E Cﬂ.“ing every retrieval failure a s ~

ﬂ Contradictions with context. faithfulness failure. .

. ; . _ Fa.rth-Fulne.ss -
Plausible details not present in E Rewardmg external facts that are _
context (unsupported). absent from the required context. answer claims must

Z‘l P"‘J"‘Pf 3raundin9 (55 the model >d Checkinﬂ tone or SfHIE instead of match rE.‘tr‘LE.UE.fi
instructed to use only context?). factual support. evidence.

& J

Manj unath N P

Zl Tmceabiii‘f‘tj: can you point to the

exact evidence ( Paﬂe/ line/section)?

X] Aﬁsuming citations alone prove

suppnrt.

ma.nj una:thnp. tn

faithful to

Opﬂn-baﬂk r‘u.[E, :

Answer must stag

the

retrieved pages.

linkedin.com/in/ manjunathnp




(zroundedness

1) Definition

2) Whﬂ it matters

Groundedness measures how well a

ge,nemted response is Supported bg
the Provided context or trusted

source material.

A claim can be true in the real world
yet still be unﬂraunale.d for a context-

e Central to RAG and enterprise

assistants req,uired to answer

from apprwed sources.

bound task if the supplied evidence

does not support it.
3) Mental model

-

Pil‘"i ﬂ.ndﬂﬂr k'e-e—F!ﬁ [} bﬁﬂ-‘t
tied to the seabed;
gmunded answers 51:&5

.
- — e L]

: anchored 1o the EuFFlieG[

9
¥
m evidence.

5) Core ideas

.II Score - desre.e, of Support (e.ﬂ., 0O+t 1 per .;[ﬂ:_m)r

( ?) DiE‘HﬂG‘tiGHS (Dn not u::::4r'l‘|:|;.||~F'.-.s>_h‘!I

Answer Re[e.vnncﬂ
asks: “Did it answer
the q_u.estie:-n?”

T e ———— — — T S e o o o o o o e e o e e e o - o ! o ot .

Grroundedness

asks: “Is it supported
b!j the 3Eve.n source ?

T N NN S e s o o S e e - e e o - [ P P N R O

Faithfulness is cl.uselﬂ related
in RAG frameworks, though

exoct scurins imphmm’m{'ims

differ.

!

% Context - the provided source material.
() Claim - an atomic statement in the response.
(O Evidence - specific text that supports a claim.
(P Support - claim is entailed by the context.

v

v

T T A s S T s N N - S - v - - — - ——

* Helps detect fabricated or

unverifiable claims.

4) Flow (Evaluation Process)

- =

GL.I.EFH
+ (Generated
Trusted i Response
Context
\ i

6) QA Example
Context (Trusted Source):

>

.

\ i = # .
dentify | | Verify | | Grounded
Claims —y ES:{':Z: —y @ /

& — Q UHMPF{IY"IEA
:_—| il g8 | ? ,;
[ Score + ]

Reason

“Premium support is available
Monday - Friday. 4

)

Model Response:

[“ Premium support is available 24/1.7 )

(X) Not Grounded.

Claim “24/7" is not supported by the context.

e ) e e e o e e S S N B B S B Sk N N S N B e R SRS e e g,

8) Tester Checks

Tmceabili{:j of claims to

specific source text.
External focts used without

Ferm?ssi::m or instruction.

Behavior when evidence is
missinﬂ or insufficient.

Citation presence and q_ua.li‘f;.l:l
(spec.i-f-'ic and accurate).

Resressian after retrieval
or pﬁ:-rnp'l: -:ha.nﬂes.

] 10) Memnra

L

[ Groundetnes
s-f:aﬂ anchored to

L the provided evidence.

>

i ™\
9) Common Mistakes
X Trea'f:ina Brﬂundedness and
rzi.e.w.nc:j as the same.
X AESHMiﬁﬂ true = 3munde.d,
E Che:-:;kinﬂ citation presence
only, not support.
X U.sinﬂ a sinﬂle. qmlifﬂ metric
for release decisions.
~ ulf

Af.c:.i.ra.-:ld : dist[nﬂuish

12) Keep in Mind
Hmundednes,ﬁ, faithfulness,

and relevance mre.{-'ul[ﬂ_

5

Never treat an evaluator
as an infallible truth.

Use evaluators as signals;
combine with judgment,

: tests, and user feedback.

Manj unath N P
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